
 

17th May 2018 
 
 

     
 
 
 
Design of social data analysis  
and sense making version 2.0               

 

 

Alessandro Bozzon 
Andrea Mauri 
Roos de Kok 

 2 

 
To cite this report: A. Bozzon, A. Mauri, R. de Kok. (2018). Design of social data analysis and sense making 
version 2.0 
 
Published by: Technical University of Delft 
Contacts: a.bozzon@tudelft.nl 
 
 
 

 

 
 
 
© 2018 Authors. All rights reserved. No part of this publication may be reproduced, stored in a retrieval system, 
or transmitted, in any form or by any means, electronic, mechanical, photocopying, recording or otherwise, 
without prior permission in writing from the proprietor. 



 3 

 

Table of Contents  
INTRODUCTION 4 

RELATED WORK 5 

ENERGY CONSUMPTION ACTIVITY MODELING 6 
USER ACTIVITY RECOGNITION FROM SOCIAL MEDIA DATA 6 
DWELLING 7 
MOBILITY 7 
FOOD CONSUMPTION 7 
LEISURE 8 

ONTOLOGY 8 

CONCEPTUALIZATION OF ENERGY CONSUMPTION ACTIVITY 9 
CONCEPTUALIZATION OF SOCIAL MEDIA ACTIVITY 10 
EXAMPLES 11 

SOCIAL MEDIA DATA COLLECTION AND ENRICHMENT 12 

MEDIA ANALYSIS 13 
MACHINE LEARNING 14 

BUILDING ENERGY LIFESTYLE DICTIONARY 16 

SOCIAL SMART METER 17 

BIBLIOGRAPHY 19 

Appendices 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 4 

Introduction 
 
Europe’s 2030 Energy Strategy targets a 40% cut in greenhouse gas emissionscompared to 1990 levels, at 
least a 27% share of renewable energy consumption, and at least 27% energy savings compared with the 
business-as-usual scenario. In order to meet these targets, energy policies and programmes should be 
formed and individuals (i.e., citizens) should be motivated to change their energy consumption behavior 
(Piero Fraternali, 2017),  both in terms of energy conservation and energy efficiency. 
 
Energy conservation involves saving energy by reducing or omitting an activity; for instance, turning a light 
off, reducing the time one watches television or replacing a single pane window in the house with an energy-
efficient one. Energy consumption is significantly characterized by behavioral aspects (Yang, 2016), which is 
why understanding and changing the energy consumption behavior of individuals is considered as a powerful 
approach to improve energy conservation and stimulate energy efficiency at the individual level (Henry, 
Agent-based Modeling of Consumer Energy Choices, 2016). 
 
Multiple studies have examined how energy efficiency and conservation could be motivated among policy 
makers and citizens. In (Fischer, 2008) the author explains how comparative feedback on energy usage with 
others can generate feelings of competition, social comparison or social pressure, which appears to be more 
effective in motivating energy conservation than temporal self-comparisons. The author of (Andreas 
Kamilaris, 2016) endorses this in his Social Electricity case study, which “allows people to compare their 
energy footprint with other online peers or with the consumption at their neighbourhood, village or town, 
to perceive if their own consumption is low, average or high”. Multiple energy saving applications (Piero 
Fraternali, 2017) have been developed yet, using visualized consumption feedback and gamified social 
interactions to motivate people to adopt energy-efficient lifestyles. 
 
The Community Data-Loops for energy-efficient urban lifestyles (CODALoop) project aims at enabling 
behavioural change in energy use through a Feedback-Loop model approach supported by a web-based 
platform (Pineda Revilla, 2016) operating on energy consumption data.  
 
Before we can motivate individuals to change their energy consumption behavior, we need a thorough 
understanding of why and how (through which activities) they consume energy. In order to thoroughly 
understand this energy consumption activity, insights into the individual's activities behind the energy 
consumption should be gathered at a high-granular level. 
 
Currently, energy consumption data are primarily being gathered by (smart) energy meters at the household 
level. While such data is highly reliable and temporally complete, its acquisition requires access to the energy 
infrastructure; moreover, such data semantically poor; that is, it does not contain information related to how 
and why energy is consumed by appliances in the household, nor it provides insights on other types of energy 
consumption activities that does not involve connecting an appliance to the energy network. A popular 
alternative approach involves the distribution of ad-hoc surveys. Surveys allow to gather semantically rich 
data about energy lifestyle, but their processing is generally labor-intensive, and, therefore, their spatial and 
temporal resolution is low. 
 
In this context, social media data — i.e. data drawn from online Web communication platforms like Twitter, 
Instagram, etc. — could represent an alternative source of data about energy lifestyle. Intuitively, users in a 
social media network could be seen as sensors (T. Bodnar, 2014) of their activity patterns, and their micro 
posts (images, text) could contain information about the implication (from an energy consumption point of 
view) of such activities. Indeed, social media are not new to research (and practice) related to the 
understanding of energy lifestyle. 
 
Social media have several advantages: they are a viable, pervasive, semantically rich, and publicly available 
source. When seen as sensors, they feature lower setup and maintenance cost compared to physical sensors 
(e.g., smart meters) (Todd Bodnar, 2016)  and they can provide a disaggregated perspective on the 
phenomenon under study. It is therefore of no surprise, that during the last decade, researchers in different 
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domains leveraged social media data to extract knowledge about human activity (Zack Zhu, 2013) (Liu, 2017), 
illness spreading (T. Bodnar, 2014), obesity patterns (Guha, 2013) and etc. Recent studies (Todd Bodnar, 
2016) (Andrea Mauri, 2018) used social media data to model real-time electricity utilisation patterns. In the 
first the authors build a system to discover the relationship between topics on Twitter data (i.e. in the area 
of San Diego county) and electricity usage pattern (i.e. Electricity consumption data provided by the San 
Diego County Gas and Electric company). In the second, the authors developed a distant supervision 
algorithm to classify tweets into four categories of energy consumption (e.g., Food, Leisure, Dwelling and 
Transport). 
 
However, utilizing social media data comes with several issues. The extraction of data from the posts is a 
challleging tasks: social media are noisy and biased, after all they are used as communication tool and not to 
report energy consumption. Moreover, it is known that social media suffers of several types of bias (Eszter, 
2015), limiting the generalizability of the analysis performed through them. 
 
In WP5 of the CODALoop project, we aimed at furthering the understanding on how to enable a systematic 

analysis of the sustainable energy lifestyles of individuals and communities on social media. The objective is 
to explore the potential usefulness of social media as an alternative source to collect data about energy 
consumption. 
 
We focus on four components of energy lifestyle namely: Dwelling, Mobility, Food consumption and Leisure. 
We propose a general framework for studying energy consumption behaviour using social media.  
In details, we contribute:  

• A reference social media analysis pipeline for the retrieval and enrichment of micro posts related to 
the characterisation of sustainable energy lifestyles.  

• A domain-specific cross-language dictionary and ontology to annotate energy-consumption related 
micro-posts in different languages with respect to energy-consumption categories, as defined in 
WP1.  

• A study, showcasing our approach exploring the social media analysis pipeline. 
 
The document is structured in as follow: first we discuss the related work in order to understand which 
methods and tools have been developed for describing and understanding user energy consumption activity. 
Secondly, we show the conceptual data model developed including all four types of activity (dwelling, 
mobility, food consumption, and leisure); this will facilitate the definition of the main characteristics of an 
individual’s energyconsumption activity and it will support the definition of how social media data relates to 
the physical world. Third, we describe a second version of the analysis pipeline, an extension of the one 
presented in the first version of this deliverable (Alessandro Bozzon, 2017); the focus of the second version 
is on Media Analysis and Machine Learning aspects. Then, we show the new pipeline for the creation and 
extension of the energy lifestyle dictionary. Finally, we show Social Smart Meter, an application that offers 
different users the opportunity to gain an insight into four types of energy consumption behavior (dwelling, 
food, leisure, and mobility), calculated at the neighborhood level. 
 

Related Work 
 
In order to model citizens' energy consumption behavior, we should have a clear understanding of what this 
actually entails. Energy consumption can be separated into direct and indirect consumption. Direct energy 
consumption is related to the use of gas, electricity and fuel, whereas indirect energy consumption is related 
to the production, transportation and disposal of a diversity of consumer goods and services (Wokje 
Abrahamse, 2007). 
Moreover, four types of energy consumption activity can be distinguished based on the works of WP1: 
 
Dwelling: the energy consumption necessary for all activities performed within the home, peculiarly by using 
appliances available in the house. 
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Food: the energy consumption necessary for all stages of the food chain (production, processing, distribution, 
consumption and waste). 
 
Leisure: the energy consumption necessary for citizens to achieve the ``freedom provided by the cessation 
of activities"\footnote{www.merriam-webster.com}. 
 
Mobility: the energy necessary to bring one person from one place of activity to another place of activity. 
 

Energy Consumption Activity Modeling 
 
Up to now, many studies have aimed to describe or model energy consumption activity. Many rely on survey 
data, which is the basic collection method for information on energy consumption (Ugursal, 2009). In (Baris 
Aksanli, 2016) the authors propose a human-activity based residential energy modeling framework that can 
create power demand profiles considering the characteristics of household members, based on survey 
research data. The authors of (Henry, 2016) use home appliance energy use data for performing agent-based 
modelling (ABM) to represent the complexities of energy demand, such as social interactions and spatial 
constraints. In (Brent Bleys, 2017) the individual's environmental impact (assessed by different behavioral 
determinants of the ecological footprint) is compared with self-assessments of their own environmental 
impact, retrieved from Belgian survey data. Furthermore, the authors of (Torriti, 2017) analyze national time 
use survey data to assess how dependent energy-related social practices in the household (preparing food, 
washing, cleaning, washing clothes, watching TV and using a computer) are in relation to the time of the day. 
 
Besides surveys, smart sensor data (derived from smart devices such as smart meters and plugs) have also 
emerged as a valuable source of information. In (Mariya Sodenkamp, 2017) the authors demonstrate how 
household characteristics related to energy efficiency can be extracted from smart electricity meter data by 
using supervised-machine-learning-based techniques. The authors of (Piero Fraternali, 2017) also use 
algorithms to extract activity from sensor data to profile different types of user behavior and infer activity 
context. 
 
Nevertheless, all these studies rely on traditional data sources such as surveys and (smart) sensors and solely 
focus on the activity at the domestic level. Recently, some researchers have proposed the integration of 
social media data sources as an alternative to the traditional ones. However, these studies took only terms 
directly related to energy into account (Martha G Russell, 2013) or examined the correlation between 
external events (such as Christmas) discovered through social media and the actual energy consumption (T. 
Bodnar, 2014). Thus, both do not examine citizens' energy consumption activity discovered through social 
media. Furthermore, most studies perform top-down modeling of energy consumption: based on the total 
numbers, the energy consumption signals are disaggregated into different end uses (Panikos Heracleous, 
2014) (Zha, 2013), whereas we aim for bottom-up modeling (i.e., aggregating the energy consumption based 
on the end uses discovered through social media posts by citizens). 
 

User Activity Recognition from Social Media Data 
 
Up to now, there have been rarely any studies that have focused on recognizing the actual user energy 
consumption activity from social media data. In (Todd Bodnar, 2016) the authors propose a social media 
network-driven model that aims to approximate electricity utilization patterns from large-scale textual and 
geo-spatial social media data. Through a Bayesian process, topics are modeled for user posts that are 
compared to events and phenomena in the physical world; physical hardware systems are excluded here. 
Since we envision traditional and social media data sources as complementary sources of information, a 
framework that integrates both is desired. Furthermore, ``real world energy utilization" is not defined prior 
to the case study and is only analyzed at the household level. 
 
Moreover, there have been many studies that have examined and modeled user activity patterns in different 
fields than energy consumption though. For instance, previous studies have looked into nutrition patterns 
(Sofiane Abbar, 2015) (Morteza Akbari Fard, 2016) (Daniel Fried, 2014) and activity and mobility behavior 
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(Vincius Cezar Monteiro de Lira, 2016) (Defu Lian, 2011) (Taha H Rashidi, 2017) (Zhenhua Zhang, 2017) (Wen-
Yuan Zhu, 2016). These topics, nutrition, mobility and activities, can all be related to energy consumption 
activity in some way. Nutrition is affiliated with food consumption; thereby, it is indirectly also associated 
with energy consumption. The same reasoning holds for mobility and activities; it is not possible to travel or 
to perform another activity without consuming energy. For that reason--despite the fact that the purpose of 
these studies is different than our aim to describe user energy consumption activity--the findings of these 
studies are relevant for this research as well. For each type of energy consumption activity (dwelling, mobility, 
food consumption, and leisure) the most important and relevant findings are discussed below and 
summarized in Table 1. 
 
Dwelling 
 
Many traditional data sources focus on residential energy consumption, which is affiliated to dwelling. 
Nevertheless, many residential activities are not exclusively related to dwelling but could also be associated 
with leisure or food consumption. For instance, cooking (at home) is an activity that is related to both dwelling 
and food consumption. Existing literature (Baris Aksanli, 2016) (Todd Bodnar, 2016) (Piero Fraternali, 2017)  
does not distinguish these different types of energy consumption. Moreover, many studies examine the total 
residential energy consumption and do not disaggregate the consumption into different end uses, which 
makes it hard to obtain insights into the corresponding energy consumption activity. Additionally, existing 
work barely incorporates social media data in their models and does not focus on the individual level. 
 
Mobility 
 
Nowadays, location-based social networks (LBSNs) allow users to share geo-tagged information along with 
the content (text, images, videos, etc.) they post. A check-in is one of the ways a user can share such geo-
tagged information. In previous studies users' check-in behavior (and corresponding geolocated tweets) are 
analyzed for different purposes: to model travel demand and behavior (Taha H Rashidi, 2017) (Zhenhua 
Zhang, 2017), to detect traffic (Bei Pan, 2013), to predict turning points in migration trends (Emilio Zagheni, 
2014) or to predict user activities (Defu Lian, 2011). In (Pavlos Kefalas, 2016) all algorithms related to LBSNs 
are elucidated by means of a survey. 
 
For this research, we are interested in the purposes of both modeling travel demand and behavior, and 
predicting user activities. The latter one will be discussed in more detail in the paragraph on leisure below. 
Regarding the travel behavior modeling, not only spatial-temporal information but also semantic information 
is utilized. The check-in data is often enriched with activity information, such as the category of the location 
or point of interest (POI), as seen in the approaches of (Defu Lian, 2011) (Wen-Yuan Zhu, 2016). 
 
In (Taha H Rashidi, 2017) the authors describe that the mode of transport should be determined using text 
mining and natural language processing approaches (by constructing a dictionary). As for duration of the 
activity, either text mining or natural language processing approaches should be utilized, or information for 
this travel attribute should be extracted by considering multiple tweets about the same trip joined together 
as a chain of tweets. Information for these two travel attributes, duration and mode of transport, have not 
been extracted and considered yet in the previously mentioned work. In the case that the consumed energy 
per mobility activity should be determined, these attributes do actually have to be taken into account. 
 
Food Consumption 
 
Recently, a lot of progress has been made regarding food detection and recognition in text and images. Food 
recognition in text is somewhat less common nowadays; natural language processing in combination with 
topic modeling (Daniel Fried, 2014) or Naive Bayes classification in combination with n-gram matching 
(Sofiane Abbar, 2015)  approaches have been used in previous work. With regard to food recognition in 
images, the use of convolutional neural networks (CNNs) occurs to be one of the most frequently used 
approaches (Morteza Akbari Fard, 2016) (Wei-Ta Chu, 2017) (Gianluigi Ciocca, 2017) (Yoshiyuki Kawano, 
2014) (Chang Liu, 2017) (Jaclyn Rich, 2016) 
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In (Wei-Ta Chu, 2017) the author describes an approach in which neural networks are utilized to jointly 
consider food recognition, ingredient recognition, and cooking method recognition. Verb-noun pairs are 
generated that indicate both the type of food and how it was cooked. Considering all those recognition 
factors could ease the process of determining the amount of energy consumed for preparing such a dish that 
is shared by a user through an image in its social network. 
 
Furthermore, the author of (Luis Herranz, 2017) shows how the performance of food recognition can be 
improved by integrating multiple evidences (visual, location, and external knowledge, such as prior 
knowledge about the restaurant's menu). Besides improving the performance of the model, these context 
factors could also contribute to a better understanding of the user's food consumption related activity and 
provide more insights about the corresponding amount of consumed energy. 
 
In (Sofiane Abbar, 2015) food-related tweets were determined using a unigram Naive Bayes classifier, after 
which the most popular food-related terms were enriched with nutritional information in terms of the 
number of calories per serving. Longest n-gram matching was performed to detect the foods in the tweet 
text and aggregate their caloric content. Since the number of calories is related to the amount of consumed 
energy, this enrichment and matching approach could also be applied in this research. 
 
Leisure 
 
In existing work, user activities are not necessarily separated into leisure activities. Nonetheless, most 
activities that are studied are implicitly affiliated with leisure. There have been multiple studies (Vincius Cezar 
Monteiro de Lira, 2016) (Defu Lian, 2011) (Wen-Yuan Zhu, 2016)  that look into activity prediction based on 
travel behavior and patterns, as mentioned before. Check-in records contain semantic information (e.g. 
category of the POI) along with the spatial-temporal information, which makes a user's check-in behavior 
convenient input to infer activities. Opposed to the previous studies, (Marco Aurelio Beber, 2017) also takes 
the activity duration into account, which might be relevant when the amount of consumed energy will be 
linked to the activity. The authors follow up on the approach of (Wei-Ta Chu, 2017) in which an SVM 
classification model is used to assign each tweet to an activity. 
 
Table 1: General overview of the state of the art in recognizing user behavior andactivity from social media 

data 

Type Achievement Limitations 
Dwelling Analysis at the residential level No social media data 

incorporated in the models; no 
disaggregation of energy 
consumption activity; no analysis 
at the individual level 

Mobility Analysis of check-in data, 
semantic enrichment of data 

Mode of transport and travel 
duration not taken into account; 
not aimed at identifying the 
corresponding energy 
consumption 

Food Food recognition in text and 
images, ingredient and cooking 
method recognition in images, 
nutritional enrichment of data, 
enrichment of information about 
food-related venues 

Not aimed at identifying the 
corresponding energy 
consumption 

Leisure Activity prediction based on 
travel behavior and patterns, 
enrichment of venue information 
(e.g., category) 

Not aimed at identifying the 
corresponding energy 
consumption 
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Energy Consumpion Activity Ontology 
 
Social media data can be used as a sensor for an individual's daily activity (Todd Bodnar, 2016). Thereby, 
these data sources can be used to model (some part of) the physical world. Adding meaning to a user's social 
media data can help us understand to which extent these data sources reflect the individual's daily activities 
and corresponding energy consumption. 
 
But what kind of meaning should be added to social media data? What kind of information should be used 
to enrich the data?  
 
A conceptual data model of energy consumption enables us to define these main characteristics of energy 
consumption activity, and thereby facilitates the semantic enrichment of social media data. By linking a user's 
social media activity to the conceptual data model, we can describe the individual's energy consumption 
activity. Due to the semantic information that is included in the model, it can be used to either describe the 
meaning of its instances or to define how the instance data relates to the physical world. Moreover, a 
conceptual data model provides information to interpret the meaning (semantics) from the instances, 
without the need to know the meta-model. 
 

Conceptualization of Energy Consumption Activity 
 

 
Figure 1: Conceptual model of the energy consumption activity 
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An Individual consumes Energy by performing an Activity at a certain Location, at a certain time, and for a 
certain period of time. That activity can be of multiple types: Mobility, Leisure, Dwelling, and/or Consumption 

(Food).     
Mobility activities are characterized by an origin and destination, which both are Locations. Furthermore, 
people travel by a certain transport Mode, which may include a certain (public or private) Vehicle.   
For a Dwelling activity, one or more Appliances are used. Among appliances, brown goods (“small household 
electrical entertainment appliances”) and white goods (“major household appliances”) are distinguished.     
In Leisure, several subcategories can be distinguished: culture, event, gastronomy, and playful. 
Food related activities (having breakfast/lunch, dining, etc.) entail both the Consumption and the processing 
(e.g., Cooking) of a certain Product produced in a certain Source location. 
A Location can either be a path or place.  A place can be a geographical location (e.g., a town or country)  or  
a  venue  (e.g.,  a  restaurant  or  airport)  and  is characterized by its corresponding coordinates and a 
category.  A path is composed of multiple (at least two) places, among which the origin and destination 
The more specific elements of the ontology are further modeled using existing ontologies: 

• DogOnt ontology that supports device/network independent description of houses, including both 
“controllable” and architectural elements (Dario Bonino, 2008) 

• City-leisures ontology1 that tries to classify kind of leisure activities in a city. 
• FoodOn2 by FoodOntology that encompasses materials in natural ecosystems and as well as 

humancentric categorization and handling of food. 
• The c23 travel ontology3 that contains concept related transportation. 
• The VehicleSalesOntology4 that further specify the description of cars, boats, bikes, and other 

vehicles. 
     

Conceptualization of Social Media Activity 
 

 
Figure 2: Conceptual model of a social network 

                                                
1 https://github.com/albertorb/leisure-ontology 
2 https://github.com/FoodOntology/foodon 
3 https://github.com/TheOntologist/Travel-Ontology 
4 http://www.heppnetz.de/ontologies/vso/ns 
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In order to understand how we can use Online Social Networks for our data analysis, a conceptualization was 
created, shown in Figure 2. It is based on the SIOC Core Ontology Specification5 and social requirements and 
patterns by (Brambilla, 2012). 
A User has a Profile, he can create Posts on his Timeline. A Post contains one or more items, which can be of 
type -Message, Image, Video, Link and Event. 
Within a post, a user can create a Mention to a concept, such as another User or a Location. 
A Location represents a place where a user can check-in at; this can be a geographical location (i.e., a town) 
or a venue (i.e., a restaurant) 
 

Examples 
 
In this section we show a couple of example on how the ontology can be used to describe social media posts 
related to energy consumption activities. 
 
 

 
(a)                                                                        (b) 

Figure 3: the social network(a) and the energy(b) conceptual model instanziated 

Figure 3 shows an example of how the information extracted from social media can be used to 
instantiate the ontology.  
Figure 3(a) depicts the information regarding a social media post, it comprises a text (“Lekker 
Borrelen”), a location (Maastricht) and an image. Moreover, data about the user can be retrieved 
such as the nickname, the number of follwers, followees and the name. 
Figure 3(b) shows the energy consumption activities information that can be inferred from the social 
media post. The User (now Citizen) performs an energy consumption activity of type Consumpion 
drinking wine and eating bread with some spread. Furthermore, from the image, we can infer that 
the bread was roasted, probably in an oven. 

                                                
5 https://www.w3.org/Submission/sioc-spec/ 
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Social Media Data Collection and 
Enrichment 
 
 

 
Figure 4: Overview of the data collection and analysis pipeline, in blue are highlighted the improved steps. 

 
Figure 4 shows a high-level representation of the of the data collection as described in the previous 
deliverable (Alessandro Bozzon, 2017). 
 
In this section we will describe the improvements with repsect to the previous version, so we will focus on 
the Activity Classification step. 
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Media Analysis 
 
This activity aims at identifying and disambiguate real world entities (and classes) that appears in media 
content (i.e. images) attached to a social media post by using state-of-the-art deep learning frameworks. 
 
In particular, we use an implementation6 of Mask R-CNN (Kaiming He, 2018) neural network. This model is 
able to detect objects present in an image and to generate bounding boxes and segmentation masks for each 
of them. 
 
We used models trained on two datasets: the COCO datase7t and the Open Images dataset8, this to take into 
the account possible biases due to the sources of the images. 
 

 
(a)                                    (b) 

Figure 5: Examples of object detection 

Figure 5 shows a couple of examples of object dection, in Figure 5(a) the neural network detected a glass of 
beer, while in Figure 5(b) it was able to recognize two pieces of cake. 
 
The labels extracted with this method can be used as additional input for a Keyword Analysis or Machine 

Learning step. 
 
For instance, knowing that the post containing Figure 5(a) contains a beer, and knowing that beer is a term 
related to Food consumption and Leisure activity (see the Building Energy Lifestyle Dictionary section) allow 
us to relate the post to those energy consumptions. Together with other metadata present in the post is 
possible to gain a more complete knowledge of the activity: we can understand where the action takes place 
and when allowing us to instantiate the model described in the Energy Consumption Ontology Section. 
 
Same reasoning can be done for Figure 5(b): from the dictionary we know that cake relates to Food 

consumption activity. Furthermore, by looking at the post location, we can infer if it’s also a Dwelling activity 
if the post refers to the user’s home location. 
 
 

                                                
6 https://github.com/matterport/Mask_RCNN 
7 http://cocodataset.org/#home 
8 https://storage.googleapis.com/openimages/web/index.html 
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Machine Learning 
 
The machine learning way is a supervised approach for inferring energy consumption behaviour from social 
media post. 

 
Figure 6: Distant supervision approach 

Given that manual annotation of the posts is not scalable, we use a distant supervision learning approach, 
summarized in Figure 6. The labeling function is a hybrid dictionary-similarity heuristic, in which a post is 
annotated according to a dictionary, as well as according to the similarity of the training dataset to a set of 
energy-related posts. The main intuition is that using only a dictionary might lead to a highly noisy dataset, 
especially in short texts like tweets, since a single word can have different meanings according to the context. 
Examples include slang words or proverbs (e.g., “pot calling the kettle black”). 
 
The process for the creation of the training data considers two sets: 

1) Dictionary: a set of terms related to a specific consumption type -- e.g. ingredients or cooking utensils 
are associated with the Food category. 

2) Seeds: a set of relevant tweets for a specific energy consumption type. This set is manually built by 
selecting the tweets from the ones retrieved in the data collection step. 

 
Both the Dictionary and the Seeds datasets are language dependent. For machine learning purposes, the 
considered features are:  

1) The vector representation of the tweets obtained by training a Doc2Vec9 model on the tweets 
corpus. 

2) The vector representation of the words obtained from the pre-trained Word2Vec model on the 
Google News corpus10. 

 
The process starts by retrieving a set of candidate tweets, considering the ones that contain a dictionary 
term. Then it computes the similarity between the candidates and the centroid of the seeds. Given a 
confidence range [h, l], it labels as positive example the tweets whose similarity is greater than h, and as 
negative if it's lower then l, leaving the others unlabeled. 
 
The annotated dataset is used to train a classifier for each of the energy consumption types. 
We employ a support vector machine classifier, using as feature the vector representation obtained from the 
Doc2Vec model. 
 
 

                                                
9 https://radimrehurek.com/gensim/models/doc2vec.html 
10 https://code.google.com/archive/p/word2vec/ 
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To better clarify the process, we use a running example: 
 

 
Figure 7: Tweets selection using the dictionary 
 
Figure 7 shows an example of candidate tweets retrieved using the dictionary. Notice that, using only a 
keyword-based approach, the tweet number 1 is retrieved even though is not relevant for our use case. 

 
Figure 8: Graphical representation of the similarity approach 

 
On the other hand, using a similarity approach in addition to the keyword-based retrieval allows us to filter 
out those kinds of tweets. This step is summarized in Figure 8. The main idea is that, by translating the tweet 
in a vector representation is possible to evaluate its relevance with correct tweets by using distance or 
similiarity metrics. 
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Building Energy Lifestyle Dictionary  
 
The aim of this step is to build a comprehensive, cross-country, domain-specific dictionary to gather energy-
usage information from the textual content of social media posts in different languages (i.e. English, 
Indonesian, Dutch, German, Turkish). The process is summarized in Figure 9. 
 

 
Figure 9: Process for the creation of the dictionary 

Seed List: for each of the addressed lifestyle area (dwelling, mobility, food consumption, and leisure), a set 
of topical keywords is defined. The idea is to identify terms (expressed in the languages spoken in the 
targeted areas) that are related with activity related to energy consumption or energy saving measures. This 
list Is compiled both manually and by crawling web sources such as: Oxford Food Reference, Wikipedia and 
E-Commerce website. 
 
Static Expansions: This semi-automatic step aims at enriching the set of domain-specific keywords to 
increase the amount of relevant social media posts retrieved by the system. In this phase, each term detected 
in the previous step is searched in different sources, namely, Conceptnet and Wikipedia Category tree 

• ConceptNet (Havasi, 2012): provides a large multilingual knowledge graph which helps computers 
understand the meanings of words that people use. Conceptnet expresses concepts (words and 
phrases) extracted from natural language text, and their relationship with other concepts. These 
relations (e.g. Synonym, antonym, Isa, PartOf, ExternalURL, etc) were derived from a wide variety of 
sources (e.g WordNet, Wikipedia, Dbpedia etc.). We can filter out the noisy data based on its edge 
weight, relationship type and number of hops pattern.  

• Wikipedia Category tree: For each category name, Wikipedia category11 present its contents as a 
tree structure. As an example, for the “meat” it has the following tree structure:  

o Beef→ Beef dishes→ Hamburger Steak.  
 
 

Social Media Expansion: this step refers to a module included in the machine learning step described in the 
previous section. This is to account for incompleteness, due to the labor-intensiveness of the manual creation 
of an extensive set of words related to a particular energy consumption type, or due to the lack of knowledge 
about all the relevant terms or, finally, due to term not present in standard repository (e.g., slang words). A 
set of candidate words is created by taking all the terms contained in tweets labeled as positive. Then, the 
process considers a word valid if a dictionary term appears on the list of similar words obtained from the 
Word2Vec model. The main intuition is that, in this way, we are able to select only the words that belong to 
the same context of the dictionary. 
 
Validation: We ask human validators coming from different countries Netherlands and Germany who can 
speak english very well, to validate the english terms and their corresponding translation in a given 
language. The validators will be asked to check wether the terms in each category (i.e. dwelling, mobility, 
food consumption, and leisure) are relevant to that category, and also check if the translation of the term in 
a given language is correctly assigned. The validators will be also asked to validate the country specific terms 
and add the missing terms if possible. The translation step can happen at any point of the process, but in 
order to limit the human effort needed we recommend to directly translate the seed list. 

                                                
11 https://www.mediawiki.org/wiki/API:Main_page 
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Social Smart Meter 
 
Social Smart Meter is a web-based application that offers different users the opportunity to gain an insight 
into four types of energy consumption behavior (dwelling, food, leisure, and mobility), calculated at the 
neighborhood level. 
 
This applicatiomn showcases the extent to which data from social media could be used as a complementary 
source of information about individual energy consumption behavior in several world cities such as 
Amsterdam, Istanbul and Boston. 
 
Social Smart Meter uses the annotated tweets to perform a series of analyses. It aggregates the tweets into 
various spatial units (e.g., neighborhoods, census tracts, postcode areas, etc..) and into hourly time slots. 
These aggregations help observe the concentration of different types of energy consumption activities at 
various scales and times of the day. 
 
To better characterize a specific energy consumption type, Social Smart Meter computes the frequency of 
occurrence of relevant terms, aggregated by area and time. Moreover, for the mobility energy consumption 
type, it calculates the user displacement and radius of gyration as implemented in Social Glass. 
 
Social Smart Meter is implemented in Python. The tweets annotation phase uses the gensim12 package for 
handling the Word2Vec and the Doc2Vec models. The web application is built using the Python 
microframework Flask13. 
 

 
Figure 10: Social Smart Meter Architecture 

 
 
Figure 10 shows the Social Smart Meter architecture. First, the Twitter Stream API is used to retrieve the geo-
referenced tweets within a specific area. The tweets are, then, classified using the pipeline previously 
described; non-relevant tweets are discarded, while the relevant ones are stored in a MongoDB database. 
 
Next, the Energy Behavior Analytics module periodically analyzes tweets, as previously described. The tweets 
are aggregated into spatial units (also stored in the database), while calculating term frequencies, user 
displacement, and the radius of gyration. These statistics are accessible through a Web API, which is used by 
the Views component to build the visualizations. 
 

                                                
12 https://radimrehurek.com/gensim 
13 http://flask.pocoo.org 
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Figure 11: Social Smart Meter web interface 

Social Smart Meter provides views to explore the extracted information. In particular, it projects the overall 
energy consumption onto a map (Figure 11). The intensity of the color in the different areas corresponds to 
the amount of energy consumption registered, measured as the number of tweets posted in each zone. The 
donut chart shows the percentage of the different energy consumption types.  
It, further, shows the same information for each energy consumption type, together with a histogram of the 
most frequent terms appearing in the tweet.  
All the visualizations allow to filter the statistics by area and time range. 
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